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1 Introduction
Many real-world applications are characterized by high-dimensional, highly-structured data with
a large supply of unlabeled data and a very limited amount of labeled data. Applications such as
information retrieval and machine vision are examples where unlabeled data is readily available.
Many models, including logistic regression, Gaussian processes, and Support Vector Machines, are
discriminative models by nature, and within the standard regression or classification scenario, unlabeled data is of no use. Given a set of i.i.d. labeled input vectors Xl = {xn }N
n=1 and their associated
N
target labels {yn }N
n=1 ∈ R for regression or {yn }n=1 ∈ {−1, 1} for classification, discriminative
methods model p(yn |xn ) directly. Unless some assumptions are made about the underlying distribution of the input data X = [Xl , Xu ], unlabeled data, Xu , cannot be used. Many researchers have
tried to use unlabeled
P data by incorporating a model of P (X). For classification tasks, [11] model
P (X) as a mixture yn p(xn |yn )p(yn ) and then infer p(yn |xn ), [15] attempts to learn a covariance
kernel for a Gaussian process based on P (X), and [10] assume that the decision boundaries should
occur in regions where the data density, P (X), is low. When faced with high-dimensional, highlystructured data, however, none of the existing approaches have proved to be particularly successful.
To make use of unlabeled data, we propose to first learn a deep generative model, e.g. a Deep
Belief Network (DBN), of P (X) in an entirely unsupervised way using the fast, greedy learning
algorithm introduced in [7] (for details see [2, 13, 14]). We then use the learned parameters W
of the deep generative model to initialize a multilayer, nonlinear mapping F (x; W ), parameterized
by W with F : X → Z mapping the input vectors in X into a feature space Z. Typically the
mapping F (x; W ) will contain millions of parameters. The top-level features produced by this
mapping allow for a rather accurate reconstruction of the input and capture a lot of the higher-order
structure in the unlabeled input data. We can now fit a discriminative model to the labeled data using
the top-level features of the DBN model as inputs. Performance can be further improved by using
backpropagation through the DBN to discriminatively fine-tune the model parameters.
While learned deep generative models can be used to provide input vectors for many discriminative
methods, including logistic regression, SVM’s [16, 8], and kernel regression [1], here we show that
a Deep Belief Network can be used to extract useful feature representations that would allow us
to learn a good covariance kernel for a Gaussian process. In particular, if the input data is highdimensional and highly-structured, a Gaussian kernel applied to the top layer of extracted features
in the DBN works much better than a similar kernel applied to the raw input. We further demonstrate
how the DBN framework can also be used to efficiently learn a nonlinear transformation from the
input space to a low-dimensional feature space (dubbed supervised dimensionality reduction), in
which K-nearest neighbour classification performs well.

2 Kernel Learning for Gaussian Processes
Using the layer-by-layer learning algorithm of [7] we first learn a stack of Restricted Boltzmann
Machines (RBM’s). After learning is complete, the stochastic activities of the binary units in each
layer are replaced by deterministic, real-valued probabilities and the DBN is used to initialize a
1

multilayer, nonlinear mapping F (x; W ). This learning is treated as a pretraining stage that captures
a lot of the higher-order structure in the input data and is used to define a Gaussian covariance
function, parameterized by {α, β} and W :


⊤

1
(1)
F (xi ; W ) − F (xj ; W )
F (xi ; W ) − F (xj ; W ) .
Kij = α exp −
2β
The covariance kernel is initialized in an entirely unsupervised way. We can now maximize the
marginal log-likelihood with respect to the parameters of the covariance kernel {α, β, W } and observation noise, using the labeled training data [12, 9]. Using the chain rule, the gradient of the
marginal log-likelihood with respect to parameters W is computed using standard backpropagation
algorithm. During fine-tuning stage, it is necessary to compute the inverse of the covariance matrix,
so each gradient evaluation has O(N 3 ) complexity where N is the number of the labeled training
cases. However, when learning the stack of Restricted Boltzmann Machines that are composed to
form the initial DBN, each gradient evaluation scales linearly in time and space with the number of
unlabeled training cases. Therefore the pretraining stage can make efficient use of very large sets of
unlabeled data to build high-level features. The small amount of labeled data can then be used to
only slightly refine those features.
Across several datasets, including the MNIST dataset, the Olivetti face dataset, and the Reuters
(RCV1-v2) dataset, for both classification and regression tasks, a Gaussian kernel applied to the top
layer of extracted features in the DBN works much better than a similar kernel applied to the raw
input. The discriminative fine-tuning produces an additional improvement in performance that is
comparable in magnitude to the improvement produced by using the greedily pretrained DBN. For
high-dimensional, highly-structured data, this is an effective way to make use of large unlabeled
data sets, especially when labeled training data is scarce. Finally, the performance of pretrained and
fine-tuned GP models further reveals that the learned high-level feature representations capture a lot
of structure in the unlabeled input data, which is useful for subsequent classification or regression
tasks, even though these tasks are unknown when the deep generative model is being trained.
The same framework can also be used to discover useful low-dimensional representations of highdimensional data, which can be used for exploratory data analysis, preprocessing, and data visualization. We explore this idea in the next section.

3 Learning Nonlinear Mappings
Learning a similarity measure or distance metric over the input space X is an important task in
machine learning. A good similarity measure can provide insight into how high-dimensional data is
organized and it can significantly improve the performance of algorithms like K-nearest neighbours
(KNN) that are based on computing distances [3].
For any given distance metric D (e.g. Euclidean) we can measure similarity between two input
vectors xi , xj ∈ X by computing D[F (xi ; W ), F (xj ; W )], where F (x; W ) is a function F : X →
Z mapping the input vectors in X into a feature space Z. As noted by [5], learning a similarity
measure is closely related to the problem of feature extraction, since for any fixed D, any feature
extraction algorithm can be thought of as learning a similarity metric. Previous work studied the
case when D is Euclidean distance and F (x; W ) is a simple linear projection F (x; W ) = W x. The
Euclidean distance in the feature space is then the Mahalanobis distance in the input space:
⊤

D[F (xi ), F (xj )] = (xi − xj ) W ⊤ W (xi − xj ) .

(2)

A linear transformation has a limited number of parameters and it cannot model higher-order correlations between the original data dimensions. As shown in previous section using a nonlinear transformation function F (x; W ), we can discover representations that work much better than existing
linear methods. Using parameters of the learned deep generative model, we can train a multilayer,
nonlinear encoder network that transforms the input data vector x into a low-dimensional feature
representation F (x; W ). After the initial training, the parameters can be discriminatively fine-tuned
by performing gradient descent in the Neighbourhood Component Analysis (NCA) objective function, introduced by [6]. The learning results in a nonlinear transformation of the input space that
has been optimized to make KNN perform well in the low-dimensional feature space. This can be
viewed as a nonlinear extension of NCA [6].
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Figure 1: The top left panel shows KNN results on the MNIST test set. The top right panel shows the
2-dimensional codes produced by nonlinear NCA on the test data using a 784-500-500-2000-2 encoder. The
bottom panels show the 2-dimensional codes produced by linear NCA, Linear Discriminant Analysis, and PCA.

By learning such a transformation, using many layers of nonlinearities, we achieve an error of 1.00%
on a widely used version of the MNIST handwritten digit recognition task. This is compared to
the best reported error rates (without using any domain-specific knowledge) of 1.6% for randomly
initialized backpropagation and 1.4% for Support Vector Machines [4]. Linear methods such as
linear NCA, LDA or PCA are much worse than nonlinear NCA (see Fig. 1). Similar results hold for
document retrieval tasks (see Fig. 2).
Learning a similarity measure over the input space by learning a generative model and then discriminatively fine-tuning a deep nonlinear encoder network can greatly facilitate nearest-neighbor
classification. Furthermore, similar to learning a covariance kernel for a Gaussian process, nonlinear
NCA can make good use of large amounts of unlabeled data, so the classification accuracy is high
even when the amount of labeled training data is very small.
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Figure 2: Left: Precision-Recall curves for the 20-newsgroups dataset when a query document from the test set
is used to retrieve other test set documents, averaged over all 7,531 possible queries. Right: The 2-dimensional
codes produced by nonlinear NCA on test dataset using 2000-500-500-2 encoder.
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